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Target Population

The population of the survey consisted of all individuals classified as postdoctoral researchers by their employing institutions.  The NSF counted 45,242 postdocs at doctorate-granting institutions in 2002.  Based on data from the NSF's Survey of Doctorate Recipients, we estimate that there were roughly 7,000 more at government labs and 4,000 in industry in 2002.  About half of all postdocs are concentrated at a small number of institutions; the rest are spread out over hundreds of universities, government labs, and private research centers.  Twenty institutions employ 44% of the postdocs that work in doctorate-granting academic institutions.  The National Institutes of Health and affiliated institutions employ about 40% of all postdocs employed in government.  A handful of private research institutions -- the Scripps Research Institute, Memorial Sloan-Kettering Cancer Research Center, and the Fred Hutchinson Cancer Research Center -- employ on the order of 40% of postdocs employed outside of academia and government.

Recruiting institutions to participate in the survey proved challenging.  The university officer responsible for postdoctoral scholars varies from institution to institution, and in many cases administrative responsibility appears to rest almost entirely at the level of the principal investigator.  We contacted provosts and vice provosts, deans, human resources personnel, and, when they existed, postdoc office personnel and postdoc association leaders.   All told, we sent survey invitations to 1,432 administrators and postdocs at 174 institutions using a list culled from information provided by the Council of Graduate Schools, Science's Next Wave
, the National Postdoctoral Association, Sigma Xi chapters, and web research.  We recruited 47 institutions in all, including 18 of the 20 largest academic employers of postdocs, the National Institutes of Health and its affiliated institutions, and several large private research centers.  During the course of the survey we contacted 22,400 postdocs, about 40% of the total population.

The surveyed institutions differ from the rest of the postdoc universe in one very important way: there was greater administrative oversight over postdocs than is typical.  

35 of the 47 participating institutions had either a postdoc office or a postdoc association; those that did not all had an administrator, typically a dean, with responsibility for or an interest in postdocs.  A 1999 survey found higher median salaries for postdocs at institutions with a postdoc office, and those institutions with either a postdoc office or association were more likely to provide their postdocs with benefits and to have an annual raise policy
.  As a result, our survey population is likely to be better off than the postdoc population as a whole.

Data Collection Techniques

The survey was conducted at 5 pilot institutions from December, 2003 through January, 2004 and then at the remaining 42 institutions between May 2004 and April 2005.  The survey was administered via the World Wide Web and took approximately 35 minutes to complete.

Direct Contact Protocol

Our standard procedure was to obtain a list of the e-mail addresses of all postdocs at a participating institution.  We invited each postdoc on the list to participate by e-mail and sent each one a unique password that would enable them to participate.  The password ensured that participants could complete no more than one survey, and it allowed participants to stop midway through the survey and resume later.  We sent weekly reminders to postdocs who had not yet responded.  The survey was open for a total of 30 days at each institution.  In a few cases, when the survey period overlapped a major holiday, the period was extended.

Upon completion of the survey, participants were given the option to receive weekly updates about the survey's participation levels.  The weekly updates asked recipients to encourage their peers to participate.

One challenge we faced was that in many cases institutions' lists of postdocs were incomplete.  To help find missing people, we encouraged postdocs to tell their peers about the survey, and we provided a mechanism for people that were missed to sign up to participate.  Each additional participant had to have their status as a current postdoctoral researcher verified by the institution's local survey coordinator before participating so that we could be sure that no non-postdocs participated.

Indirect Contact Protocol

Six institutions were not able to provide e-mail addresses to outside parties, so we had to develop an alternative procedure.  Rather than having the institutional coordinators send us the e-mail addresses of their postdocs, we had them run a program that generated an MD5 cryptographic hash code for each of the addresses on their list, and then had them send us the hash codes.  A hash code is essentially a unique, non-decodable digital signature for a given address.  With these hash codes in hand, we could then test whether a given e-mail address is on the institution's list by computing the hash code for the address in hand and seeing if the code was in the institution's list of hash codes.

We had the local institutional coordinators mail out the initial announcement, invitation to participate, and subsequent reminders to their postdoc populations.  Because the invitations and reminders were mass-mailed, we were unable to send a unique code to each postdoc.  

We required each visitor to the institution's survey URL to provide their e-mail address before they were allowed to complete a survey.  We verified that the address was on the institution's list using the procedure described above.  If we confirmed that the address was on the list, we sent a unique survey password to the given address.  If the address did not appear on the list, we asked the visitor for additional information (name, department, and so on), so that the his or her current postdoc status could be verified by the local survey coordinator.  After status verification, the visitor was sent a password, and the survey proceeded in the same way as the usual procedure.

Response Rate

Over the course of the survey we attempted to contact 22,400 people at the 47 participating institutions.  We received responses from 7,966 giving us a nominal response rate of 36%.  Several factors had a significant effect upon the overall response rate:

List inaccuracies:  The lists of postdocs we received contained three types of inaccuracies.  Some addresses did not function, some lists included multiple addresses for the same person, and some addresses were for people who were not current postdocs at the institution that submitted the list.

We estimated the fraction of bad addresses by counting the number of e-mails that bounced back to us.  Approximately 5% of the addresses we received from participating institutions were non-functional.  Removing those with bad addresses from our count of those contacted (since we had no way of actually contacting them) increases our overall response rate to 38%.

To gauge the relative frequencies of the other types of mailing list problem enumerated above, we asked those who requested to be removed from the our mailing list to choose the reason from a (non-exhaustive) list of three choices.  3% reported that the address to be removed was a duplicate of another address on our list, 21% reported that they were no longer at the institution conducting the survey, and 77% reported that they were not a postdoc.  A request for removal from the list usually meant an unwillingness to participate, since completing a survey would also stop our reminders, so the non-responder population contained a number of non-postdocs.  We obtained further evidence of significant numbers of non-postdocs in the non-responder population when we contacted survey non-responders at two pilot institutions and asked them why they had chosen not to participate.  The most common reason given (by 38% of those that replied) was that they were inappropriately included on the list of eligible participants.  

Somewhat surprisingly, there were non-postdocs among the responders as well.  A set of survey questions asked about the extent to which survey-takers met the definition of a postdoc.  In analyzing our pilot survey data, we noticed that a number of respondents did not meet very many of the criteria, so we added an additional question to verify that respondents did in fact consider themselves to be postdocs.  Subsequently, during the full survey, which was prominently labeled as a survey of postdocs, 2% indicated that they were not, in fact, postdocs.

Survey protocol: The response rate was lower by an average of 12% at the institutions at which we used the indirect contact procedure.  The difference likely stems from two sources.  First, the indirect contact procedure was more complicated than the direct contact procedure.  Participants had to go through the extra steps of entering their e-mail address in a form and then waiting for their survey invitation to arrive by e-mail.  Second, a recent study found that Web surveys in which participants are sent a mass-mailed invitation to participate (as in the indirect contact procedure) have substantially lower response rates than surveys for which participants are contacted individually.
  

Protocol
Direct Contact
(Pilot Survey)
Direct Contact
(Full Survey)
Indirect Contact
(Full Survey)

Number successfully contacted
2032
16283
2910

Response rate
34%
40%
26%

Table 1: Response rate as a function of survey protocol.  The number successfully contacted is the total number of postdocs minus the number addresses for which e-mails bounced.  Bounce rates for the indirect contact protocol have been estimated via the regression model below.

Response rates by protocol are shown above.  The difference in the response rate for the full survey and the pilot survey likely arises from two factors.  First, the pilot survey took place in December and overlapped with several holidays.  Second, several improvements were made to the survey software after the pilot, including, most notably, the addition of the optional weekly status e-mails for survey completers.

Institution size:  Institutions employing larger numbers of postdocs had a lower response rate than those employing fewer.  The response rate decreased linearly with the log of the total number of postdocs at the institution.  The rate at which e-mails bounced displayed a similar variation.  

response rate = 1.020 – 0.098 ln(n_postdocs) – 0.143 indirect_contact

                        (0.102)  (0.017)                          (0.051)

Table 2: Survey response rate as a function of the log of the number of postdocs at an institution (n_postdocs) and the protocol used (indirect_contact = 1 when we used the indirect contact protocol, and 0 otherwise).  Standard errors for coefficients are shown in parentheses.

bounce rate =  -0.056 + 0.017 ln(n_postdocs)

                       

      (0.0384) (0.007)

Table 3: E-mail bounce rate as a function of the log of the number of postdocs at an institution (n_postdocs).  Standard errors for coefficients are shown in parentheses.

The number of administrative layers in a hierarchically structured organization shows a similar logarithmic scaling.  One reasonable interpretation is that both response rates and list accuracy are greater when the survey coordinator is administratively “closer” to the survey participants.

Survey duration:  The survey was open for 30 days at each institution.  Half of the responses were received within the first week, but each successive reminder e-mail produced a burst of new responses. 

Week
1
2
3
4
5

Responses
3843
1516
984
646
556

Table 4: Weekly survey responses as a function of the week of the survey

The number of responses each week is well approximated by the following power law:

responses = 3715 * week-1.2

The slow rate of decay of the responses suggests that extending the survey's duration as well as the number of reminder e-mails might have increased the total response rate substantially.  We estimate that increasing the survey's duration to 10 weeks would likely have resulted 20% more responses, which would have increased our overall response rate from 38% to 45%.

Testing for Bias

We assessed survey non-response in two ways.  First, we compared demographics of survey responders to postdoc demographics at a pilot institution that had good records of its postdocs' characteristics.  A chi-squared tests of the frequencies of survey respondent sex and citizenship (taken jointly), and a 2-sided Z-test for underrepresented minority status did not show statistically significant deviations from the known population frequencies (p = 0.69 for sex and citizenship, p = 0.15 for minority status).

Because we do not have ground truth for most institutions, we used a second, indirect method to look for potential non-response bias.  We assume that one's propensity to respond to a survey is a continuous variable and that we can estimate these propensities by looking at how long one waits to start a survey.  Those with a high propensity to respond tend to complete a survey right away with minimal prompting, those with lower propensities for responding need more reminders and take longer to respond, and those with the lowest propensities do not respond at all.  Given this framework, we can test for non-response bias by determining whether there is a relationship between respondent characteristics and their propensity to respond.  Large differences between early and late responders are an indication of potential bias.

We regressed indicator variables for U.S. citizenship, sex, and underrepresented minority status on the time between the start of the survey at a given institution and the time at which the respondent began the survey.  Via this process we found a statistically significant changes in the percentage of African American respondents over time and in the percentage of postdocs on temporary visas.

P(US citizen or permanent resident) = 0.4760 - 0.0016 * days





   (0.0080)  (0.0006)

P(African American) = 0.0263 + 0.0014 * days

 

    (0.0046)  (0.0004)

Table 5: Regressions of the fraction of US citizens/permanent resident postdocs and African American postdocs on the number of days taken to respond to the survey after the initial invitation.  Standard errors for coefficients are shown in parentheses.

Late responders were more than twice as likely to be African American (5.8% for the latest quartile of responders) as early responders (2.6% for the earliest quartile).  52% of early responders are non-US citizens vs. 56% of late responders.  The variation over time was not statistically significant for women, after controlling for citizenship, or for Hispanic postdocs.  These results suggest a slight under-representation of responses from non-US citizen postdocs in the responses and a potentially larger under-representation of African American postdocs.

One concern is that unhappy postdocs may have viewed the survey as an opportunity to vent and as a result may be disproportionately represented in the responses.  We found no statistically significant relationship between reported levels of satisfaction and time to respond, however, so we do not have any evidence that the population is overly dissatisfied.
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